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	SNS Normal Conducting Linac RF  Control System Preliminary Design Review

August 2, 2000


	Review Committee Chairman:

Chris Ziomek (ZTEC)

	Comment

No.
	Review Committee Comments
	Response

	
	The four reviewers met briefly after the design review and discussed their various comments. Whereas the joint comments were created from a discussion by the panel after the design review, the individual comments were identified by each reviewer during the design review. Consequently, the individual comments may be repetitive, or even contradictory.  From this joint meeting the following major comments were identified:
	

	1
	Overall, the design applies current technology in an effective manner for the accelerator RF controls. On a broad scale, the design concepts and approach seem appropriate.
	Thanks

	2
	The RF control system design must be determined in general from the accelerator requirements, and specifically from the RF control system simulations. The specifications for this design must be clearly identified and addressed by the RF control system implementation. This modeling effort and specification definition must be completed as soon as possible to define these specifications.
	We’re in the process of dealing with this now.  I have completed and distributed a System Description of the RF Control System to interested parties across the SNS complex.  This will be the basis for the Design Criteria Document and Interface Controls Document that Mike Lynch is putting together for the RF Power portion of the linac.  I have not received anything from higher-up system-engineering sections that indicate what requirements they expect of us (besides ±0.5% / ±0.5°), so have been designing to what we believe is correct based on numerous discussions with interested individuals.

	3
	The development schedule for this project is very aggressive. Consequently, the RF control system design must be frozen as soon as possible. Once, the design is frozen, a realistic schedule with sufficient detail should be completed to insure that the system schedule shall be met.
	We continue to keep this in mind; top level system engineering from the project would be helpful.  The Timing System specifically comes to mind here.  There is a lot of talk and differing opinions as to the number of modes of operation, as well as how the timing system will be implemented.  We need to have these defined in order to complete module designs.  However, in order to accommodate the fact that we have not come to closure on this yet, we are moving forward with design of the individual modules as presented at the design review.  We expect that we will have to build something special to interface with the yet-to-be developed system boards (e.g., Timing, Machine Protection, etc.) We cannot wait for them to freeze their design and still meet our schedule.  Should we get detailed schematics, etc. by November 15, we MAY be able to still accommodate these things without requiring a special interface card but from conversations our team has had with various individuals on the project, this seems unlikely.

	4
	The development and production budget for this RF control system seems high. There may be cost saving alternatives in some of the RF control system designs.
	We believe some of this has to do with budgeting/costing interpretations/cost of staff, etc. (For example, the labor rate at JLAB greatly differs from that at Los Alamos).  We are attempting to use economical components whenever possible, and to minimize technically challenging approaches when more feasible ones exist.

	5
	There is development risk in some of the proposed implementations for the RF control system. After reviewing the schedule and budget, it might be necessary to reduce some of the options and features of the implementation to reduce this development risk.
	In particular during the PDR de-brief, it was evident that the review committee had concerns about the amount of memory we intended to include on the FRCM.  As a result of the review, we intended to remove a good deal of this.  Since then, however, requirements from the Operations part of the accelerator have indicated that greater than four modes of operation on a pulse-to-pulse basis may be necessary.  Therefore, we are again including a fair amount of memory hardware.  However, to minimize the impact this has on personnel, we will be sure to put the hardware “hooks” in place, but will not spend much time testing and developing it during the initial prototyping.  Primarily we just want to be sure as to not exclude this 

	6
	The super-conducting RF control system seems to be a lower priority at present. The super-conducting RF control issues should not be ignored.
	Assigned to Yi-Ming and Mark Prokop.  Mark has spoken to Brian Haynes and is attempting to take into account issues brought to light.  So far, discussions we have had with Brian (pulsed SRF experience on APT cavities), Stefan Simrock (TTF), and Curt Hovater, we believe the hardware should not change between NC and SRF.  The implementation of the turn-on from cold start is one item that will differ, however this can be done in software.  Right now instead of a frequency agile mode, we will start a number of bandwidths low and simply step through the klystron drive frequency until we measure a cavity field signal.  This will coarsely get us in the right resonant frequency area.


Below, I have included the comments from the individual reviewers.  The responses to these are given as a courtesy and for completeness.  However, at times the individual responses repeat each other, or contradict each other.  I did want to list them all in a single place though for future reference, so here they are.  I have numbered the comments with the reviewers initials to further distinguish the fact that this is an individual comment rather than a joint committee comment.

	
	Specific Comments from Curt Hovater
	

	CH1
	Model: complete model ASAP. This should drive the design requirements for speed, bandwidth, gain and hardware features (memory needed). All of this should be traceable back to the field control requirements.
	We agree.  The model continues to be put into use and massaged, however, it must not have been apparent in the review that the model is complete enough that it is what has guided our algorithm development, and has led us to the latency requirements for the FRCM.

	CH2
	Freeze the design. Pick the DSP chip; Pick the family of CPLD’s. It appears as if you are very close.
	done

	CH3
	Eliminate one ADC and PLD by having an RF switch between Forward and Reflected power. It appears from what was presented the Reflected power is already interlocked and that the resonance control will be done both NC and SC using the forward power and transmitted power from the cavity. This will make the board design simpler.
	Tony and Mark spoke with Lloyd Young.  Lloyd believes the cavity Reflected power signal would still be quite useful for SRF in I/Q form.  The HPPS will also monitor Reflected power but only amplitude for use as part of its “has the cavity arc’d algorithm.”

	CH4
	Eliminate the DSP modules by going to a BGA to pin socket. These modules are an added cost and I really don’t see the need to have two extra boards manufactured when it is not necessary. If you get to the prototyping stage and realize you picked the wrong DSP (and there is not a pin compatible replacement) redesign that section of the board. It will still be cheaper in set up costs and production than having the additional boards.
	From Matt Stettler’s, and ours, experience with daughter boards, we disagree

	CH5
	Eliminate all the unnecessary memory that is surrounding the DSP’s. A rule of thumb may be to figure out how much you think you will need and double it (my impression is the you have an order of magnitude more than you need). A consultant may be useful here.
	We’re dropping the SDRAM.  We’ve simplified all of the memory schemes.  However, per George Dodson’s request, we are including enough to accommodate a possible 8 modes of pulse-to-pulse operation.

	CH6
	SC LLRF: Considering you have promised (Tony and Mike at JLAB meeting in July) to deliver a prototype SC LLRF system next summer (July 2001), I would begin working on this design in parallel to the NC LLRF.
	Tony doesn’t remember promising this; Mike Lynch said the question was asked in a speculative manner, as in “could you provide…, what would be the earliest…”  Mike guessed.  He also did not promise to do it at no cost, it seemed to him to be more of a schedule question than anything else.  Amy is developing a cost and schedule estimate for this change in scope.  This should be completed by November 15.  It is lower priority than the change in scope required by a Berkeley Lab request that she is working on now.

	CH7
	If it helps for the prototype LLRF system consider having the resonance control and the field control on separate VXI cards. You have plenty of room in the VXI crate and I don’t think it would dent your budget. JLAB could easily test the LLRF field control section with out the resonance control.
	There’s a lot of communication between Resonance Control and Field Control, hence the combining of the two functions into the single FRCM.

	CH8
	1. Timing Module/Reference Line:

a. Revisit the 755/2.5 Flip Flop. I can see potential for phase jumps (360/302 ~ 1.3o) that could play havoc with the accelerator.

b. The concept of regulating the LO (755 MHz) and cavity signal for all the cavities will be a lot more expensive than regulating the 2.5 MHz line upstairs. Consider that the 2.5 MHz run is 300 m, comparing this to the 130 (NC and SC) cavities this will work out to (130*30m) ~3900 m of regulated heliax.
c. From Terms Definitions and Values the drift phase over 1 o C for 100’ of heliax is 0.01o at 50 MHz. Given the 2.5 MHz drive line is 300 m ~ 900’, then we are looking at .09o change at 50 MHz. If you regulate this the same as the 755 MHz down stairs (0.1o C). Then we are talking about .009o of phase drift! Maybe I am missing something but this appears the way to go.
d. For the 10 MHz use the fourth harmonic of the 2.5 MHz or a multiplier. Filter it and amplify and you are good to go. Make it available on the front panel.
e. Determine if you really need to have ovens on this board.
f. There should be a timing jitter requirement for the accelerator and this should determine phase noise requirements for the VCO’s.
	a.  We have a plan for initial setup/calibration that would put a length of line into the system in order to physically lengthen the line and avoid this potential edge nearness.  Shouldn’t be a problem.

b.  See Technical Note LANSCE-5-TN-00-017
c.  Tony’s input: It is best to look at the stability issue from a time rather than a degree of phase point of view. So the 755 MHz signal must be stable to 0.1 deg which is 368 fs (fempto (10^-15) seconds). Any frequency used to generate the 755 would have to be stable to that level of time. So if you want to generate 755 from 2.5 MHz the 2.5 signal must be stable to 368 fs which in terms of 2.5 phase is 3.3x10^-4 degrees. This is an unrealistic spec for a 2.5 MHz source. A 10 MHz source has to be stable to 1.3x10^-3 degrees which is realizable.

       We use the 2.5 MHz to generate a 50 MHz signal.  The spec on the 50 MHzis 0.1 degrees which is 56 ps. The 2.5 MHz signal must be phase stable to this level. Since it is locked to the 755 MHz which is stable to 0.37 ps, and since the locking mechanism (D flip flop) has low jitter, it should be able to meet this spec.

d. Disadvantage with multiplying rather than dividing in a PLL: jitter and noise are multiplied as well

e. Yes.  Joe Roscoe’s experience says so too.



	CH9
	LLRF Operations and Support: You need to begin thinking of how the LLRF will be maintained in the accelerator. How is it calibrated? When a LLRF system is replaced will it have the same phase and amplitude settings as the old LLRF systems? (L. Young kept asking about this)
	We are considering this in our design.

	CH10
	Down loadable code: The subject did not come up but you will want to be able to change the DSP code through EPICS. The algorithms you have for field control may be different down the linac but the hardware may be the same so this is a must.
	Done.  Part of the intended design.

	
	Specific Comments from Paul Corredoura
	

	PC1
	Biggest concern is that there is really not much time left to get the system build and tested before it is promised. It is really time to lock the design and start building. Responsible engineers should make a schedule for each hardware task and be asked to update progress reports from time to time.
	We agree/done

	PC2
	I think the simulations should drive the design. An approach which meets the spec should be determined by simulation (soon!) and the hardware should be made to match the simulated system. It is OK to have some unused resources to allow for future enhancements or development but the hardware should in general be minimized. All operational aspects should be simulated including the chopped beam. You need to set a deadline for completion of simulations. I would concentrate on the non adaptive approach first and revisit adaptive control if you have time. If the non-adaptive methods meet the requirements use them for the first pass. If you can only meet the requirements with adaptive methods, use them. It may be that the hardware can do either/both by reprogramming the Altera chips. Caution on adaptive approach - it will not work well if the beam current/phase jitters from pulse to pulse.
	The simulation results show that the adaptive feed-forward algorithm is needed to reduce the overshoot for pulsed operation as well as to reduce the response time for the superconducting cavity. Yes, the adaptive approach will not help if the beam current/phase jitters from pulse to pulse. But the feedback would not help either if it is out of the loop bandwidth.

	PC3
	I'm concerned about the complexity of the field control module. This is a major undertaking. If you plan to used the Altera logic to implement the control than you may not need the DSP at all. If you need the DSP than only add the memory types and sizes you expect to use. Again the simulation should tell you what control algorithms you will need to implement.
	Yes, we are planning only to implement the memory size we expect to use in the DSP board. Besides, the memory requirement for two candidate feed-forward algorithms is comparable.



	PC4
	The presence of another resonant mode in the accelerator which is close to the operating mode can be a real problem. If the probe can be located to ignore this mode that is a good solution. If two probes can be combined to suppress the unwanted mode, that works too (the combiner should be software configurable I think since there are so many of them). We combined two probes from the damping ring cavities with a hybrid using a trombone phase shifter, manual attenuator to null out the non-accelerating mode. It worked fine but I think you would not want to do it manually.
	Mark spoke with Lloyd.  We believe probe placement will be the answer.

	PC5
	Think about removing the vector measurement of the cavity reflected power. It would reduce the complexity.
	See item #CH3 response

	PC6
	Explore existing SC RF systems to see how others detect cavity breakdown. Looking for drop in cavity field after a threshold has been reached sounds reasonable but should be reviewed/discussed with SC experts (not me!).
	Assigned to Dave Thomson.  He’s only spoken to Lloyd so far.

	PC7
	More interface between groups should be encouraged. Even informal events like lunches/pizza can help generate collaboration between groups. There did seem to be better communication between groups than my last visit so you are on the right track.
	We agree.  I spoke about this with LANL SNS Division management. We continue to hunt out necessary info from others on an as-needed basis.

	PC8
	See if there is any way for the timing group to share the stabilized reference. It could save $$.
	N/A.  Timing doesn’t care about our reference.

	PC9
	It would be good to get the beam dynamics folks to calculate how much phase/ampl error would produce beam loss as a function of length along the accelerator and give you a written report on their recommendations on RF specs. Alternatively you could write down you specs and send to them for approval - they should sign off and agree to your specs before you start building hardware.
	See Panel Joint comments item 2

	PC10
	Tony stated a 1 Torr control required on the reference line pressure. This is absolute pressure and not gauge pressure. One needs to figure out if absolute pressure controllers exist, if so no problem. I still think an interferometer to measure the electrical length if the line would be a good idea. It could control the pressure valve. This could be a simple upgrade path if necessary.
	Mark is working on this, with info from DWT.

	PC11
	I liked the new additions to the group, good score in both cases.
	Amy agrees

	
	Specific Comments from Roger Johnson
	

	RJ1
	Consider adding fast protect inputs from phase and amplitude error signals. This should be an important criteria for allowing beam transport.
	Yi-Ming will accommodate in the field control DSP.

	RJ2
	Fast protect limits should also include monitoring the reference line phase locked loops to ensure all of the different reference frequencies are phase locked.
	Amy will do in the CDM

	RJ3
	A run permit limit might also be added to the temperature controllers on the reference line. We added this to LAMPF because out of tolerance temperature conditions caused slow beam detuning which is difficult to locate when caused by reference changes.
	Dave Thomson sent e-mail to Coles Sibley about this 8/14/00.  Coles’ response was basically “it’s not my job.”  We continue to work this issue.

	RJ4
	When the master reference system has been completed, consider comparing it to the spare system used for LAMPF. Jerry Davis has considerable experience looking for "close in" phase noise. Keeping the RF source as noise free as possible has made valuable improvements in the LAMPF system, and when a reference gets noisy, everything goes down hill fast in the machine. I mention this primarily because of the phase locked loops being used to lock various source frequencies together. They have some inherent jitter problems and in communications receivers, the quality of the phase noise in local oscillators is a dominant factor in receiver performance. This may also be true of your machine.
	Will do.

	RJ5
	Consider implementing an independent system for monitoring cavity phase performance. At LAMPF, a very simple tank to tank phase monitor was added which can be as simple as a mixer and a few amplifiers. This can yield phase information which in independent of reference line, or control system problems and has proven very helpful for troubleshooting subtle problems such as connector problems etc.
	We will provide this capability on the HPM.

	RJ6
	Connector problems were always a major problem at LAMPF. We have 1/2 in heliax line going to small TNC connectors on the tank. The stress from big lines on small connectors was always difficult. Make sure you are using at least a type N or larger connection for these connections. A second connector problem involved the use of a kovar pin which made a good vacuum seal, but a poor RF connection, so be aware.
	Good input.  We’ve considered these already.

	
	Specific Comments from Chris Ziomek
	

	CZ1
	Evaluate the Agilent 6-slot VXIbus chassis for the single VXI-chassis RF control systems.
	Not sufficient cooling per slot.  We require ~63W cooling/channel, the Agilent 6-slot E1421B only provides 60 W cooling /slot per their spec.  In addition, due to the lack of final Timing System information, we feel that we may have to develop a separate Timing Board in the system, rather than incorporate the receiver and decoding hardware directly on our boards in order to continue pushing forward with the rest of the board development.  The lack of information is holding up finalizing the rest of the design.

	CZ2
	Evaluate Direct Digital Modulation to eliminate baseband analog I/Q signals and IF modulator. This reduces noise and sidebands in the IF signal, and also eliminates the second VCO-driven source and the switch that is required for frequency tracking.
	Commercially available digital I/Q modulator is designed for telecommunication and wireless industry, therefore it has relative long time latency. After examining CPLD implementation of the direct digital I/Q modulator, we feel that the technical risk associated with it as well as man-power required to implement it is too high for us to do it now. We plan to stick to the proposed design for our first testing board and revisit it later.

	CZ3
	In the past, the digital control loops have shown to be bandwidth-limited due to throughput delays. Make sure that you are using realistic delays and including all sources of delay for your modeling. This delay question could affect control loop performance significantly.
	Assigned to Sung-il to verify.  We think our delays are pretty realistic.

	CZ4
	I worry about the prevalence of BGA devices on the RF module. BGA devices make rework and modifications extremely difficult. It does not seem apparent to me that you have a circuit board real-estate problem that would require these miniature devices.
	The CPLDs we will be using are only available in BGA.  We are having internal discussions over the use of BGAs.  The biggest obstacle against NOT using them is simply that manufacturers are going that way and that is turning out to be the only package option for a number of parts.

	CZ5
	The DSP design seems extremely over-kill for your application. This new design removes all throughput-critical functions from the DSP to FPGA devices. Consequently, the DSP should require much less processing power than the existing TMS320C50 currently being used at LANL. Also, I do not see any circumstance where you would need the parallel processing power of two DSPs for which you are designing. The dual DSP design significantly complicates the firmware implementation. A strong case must be made for this processing power and its development risk.
	We think that the computational power required for the feedforward and gain scheduling algorithms drive us to the C6 DSP over the C5.  If we look at the feed forward algorithms we propose to use, we see that we also need more internal memory if more than one pulse signal needs to be stored.  The requirement for both speed and memory is the main reason for us to choose the C6 instead of the C5. Meanwhile, new operational scenarios still come out as we write this response, for example simultaneous two-pulse operation, and the desire to allow for up to eight different pule-to-pulse modes. Therefore, the C6 will give us more room for future upgrades that are inevitable and indispensable in the consideration of RF control system design. For the resonance control function, from our experience with LEDA, we think that it is better to have an independent dedicated DSP to resonance control. We do think that by separating the Resonance Control function and Field Control functions to independent DSPs simplifies the firmware design, not increases it.

	CZ6
	Similarly, the external memory capabilities added to the DSP board seems ridiculously over-kill. Again, a strong case must be made for this memory and its development risk. I would strongly suggest supporting only two RAM memory banks that can be set up in a ping-pong switched mode to allow simultaneous but separate access to memory by the DSP and VXIbus controller. This would eliminate the dual-port RAM devices in your design. Also, keep in mind that additional devices will slow down the overall DSP performance due to the added load capacitance on the external bus connections.
	See item #CH5 response

	CZ7
	I strongly suggest integrating the DSP and its peripherals onto the VXIbus motherboard. I see no reason to add the cost and complexity (and added capacitance) of a daughterboard.
	This will be an upgrade/cost savings path once we determine that the fundamental design works. We do feel that the daughter board approach reduces the technical risk because now we can debug and test individual function blocks before we put them together

	CZ8
	Look at eliminating one I/Q detector on the RF module. The resonance control algorithms should use the forward and transmitted signals. The reflected signal should not be necessary.
	See item #CH3 response

	CZ9
	Look at eliminating the 10 MHz phase-locked loop on the Clock Module. The 2.5 MHz reference may be an appropriate substitute for the 10 MHz signal in all cases.
	Mark needs a 10 MHz clock on the FRCM so it needs to be generated somewhere.  Might as well leave it on the CDM.  Besides, as Dave contends, 10 MHz is a nice fundamental to lock an external signal generator to if need be.

	CZ10
	Determine if an additional phase-locked loop (or upconverting mixer) is necessary for the clock module to produce an RF reference output for diagnostic purposes.
	Instead of putting an additional PLL on board, I will probably just put a mixer with the RF output to a test point on the front panel. 

	CZ11
	Look at eliminating the temperature control for the LO signal being transmitted from the accelerator tunnel to the RF control rack. The timing stability of this signal is relative to the IF signal at 50 MHz. Propagation timing skew in the LO signal will affect the sampling of the IF signal. Consequently, the phase errors should be calculated at the IF frequency and not the LO frequency.
	Done, see Tony’s Tech Note LANSCE-5-TN-00-017
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